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Abstract—Providing fine-grained traffic measurement is crucial for many network management and optimization tasks such
as traffic engineering, anomaly detection, load balancing, power
management, and traffic matrix estimation. Software-defined
networks can potentially enable fine-grained measurement by
providing statistics for each forwarding rule. However, the
TCAMs that are used for rule matching and statistics generation
have limited size due to their high cost and power consumption.
This allows only a fraction of the flows to be monitored. In this
paper, we present DeepFlow, a framework for scalable softwaredefined measurement that relies on an efficient mechanism that
a) adaptively detects the most active source and destination IP
prefixes, b) collects fine-grained measurements for the most active
prefixes and coarse grained for the less active ones, and c) uses
historical measurements in order to train a Long Short-Term
Memory (LSTM) model that can be used to provide short-term
predictions whenever exact flow counters cannot be placed at
a switch due to its limited resources. Thus the number of finegrained flows measured can increase significantly without the
need to use other flow sampling solutions that suffer from low
accuracy. An extensive experimental evaluation study using real
network traces shows that DeepFlow outperforms the baselines
in terms of the total number of flows measured.
Index Terms—Software-Defined Networking (SDN), traffic
measurements, machine learning, LSTM, Knowledge-Defined
Networking (KDN).

I. I NTRODUCTION
HE availability of fine-grained network traffic measurements is necessary in order to provide the information
required for a large variety of network management and optimization tasks such as network monitoring, traffic engineering,
anomaly detection, network accounting, network analytics,
performance diagnostics, load balancing, power savings, and
Traffic Matrix (TM) estimation [1], [2], [3], [4], [5], [6], [7],
[8], [9], [10], [11]. Software-Defined Networking (SDN) is
an emerging network architecture that decouples the control
plane from the forwarding plane. OpenFlow [12] has provided
a standard centralized mechanism for a network controller to
install forwarding rules at the flow tables and retrieve statistics
for a given flow (defined, for example, by a source and destination IP prefix) such as the total bytes or packets transferred.
This can enable a wide variety of fine-grained measurement
tasks that can increase the visibility into the network, as long
as the forwarding rules are not too broad to match multiple
flows. However, in practice, the Ternary Content-Addressable
Memory (TCAM) memory of the switches that is used for
prefix (i.e. wildcard) matching and traffic statistics generation
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is fundamentally limited in size due to its high cost and power
consumption. This causes the vast majority of SDN hardware
vendors to limit the TCAMs to less than 4K L3/L2 rules
(i.e. for IP or MAC addresses based forwarding), which is
much smaller compared to the tens or hundreds of thousands
of micro-flows that an SDN-enabled switch can concurrently
forward [13], [14], [15]. Thus, more efficient mechanisms are
needed in order to enable fine-grained traffic measurement.
Prior work on SDN traffic measurement has either assumed
specialized hardware support (e.g. sketches) at the switches
[16], [17], [18], [58], [57], or it has focused only on specific
measurement tasks only such as heavy hitter detection, or
anomaly detection [19]. Moreover, in the context of TM estimation for SDN, prior work has either assumed that TCAMs
have enough capacity to fit all the monitoring rules for all the
flows of interest ([14], [20]) which is not the case in practice,
or when not, then the top K (K being limited by the total
TCAM space available) most important flows are measured
with exact match rules and the rest are measured in aggregate
(e.g. [21], [22]), without providing any visibility beyond the
size of TCAM. However, such mechanisms cannot be used to
provide a universal low-level view of the network.
In this paper, we introduce DeepFlow, a framework for
fine-grained software-defined measurement that can be directly
deployed to production hardware switches and which leverages
scalable machine learning predictions and an efficient active
flow detection engine in order to provide visibility into the
network traffic. DeepFlow operates at the control layer and
leverages four main observations.
1) A given flow (or group of flows) as defined by a source
and destination IP prefix can be measured in any of the
switches that it traverses throughout the network, and its
exact measurement location can be optimized such that the
total number of flows measured is maximized (a similar
approach can be applied for a 5-tuple flow definition).
2) When network flows are measured in aggregate over a
period of few seconds or more, then the short-term variation that individual flows might exhibit in small time
scales is averaged out, and thus the aggregated flow can
be modeled more accurately by an efficient time series
prediction model.
3) If we periodically use flow rate predictions for some of the
flows in the network, then we can free up TCAM space and
let the controller measure other unexplored regions of the
IP space, thus achieving a deeper view of the network.
4) If the traffic dynamics in the network changes significantly
at a given epoch and that portion of the IP space is not
measured with exact flow measurements during that epoch,
then we can detect the change and install more fine-grained
measurement rules by correlating the switch port statistics

data (which are available ”for free” in each epoch) with
the routing information such that we detect with high
probability which flow prefixes caused the traffic change.
Contributions: The main contributions of our proposed work
are summarized below:
1) We introduce an algorithm that can adaptively detect active
flow prefixes in the network that generate most of the traffic
volume and should be monitored separately.
2) We introduce a framework to optimize the measurement
location of each flow in order to increase parallelism and
speedup the measurement process.
3) We introduce a scalable framework for modeling diverse
flow rate time series using Long Short-Term-Memory
(LSTM) models (a type of recurrent neural network deep in
time) [33] that leverages past measurements or predictions
in order to predict future flow rates.
4) In order to make our prediction framework scalable, we
propose a feature-based time series clustering framework
that groups the flow rate time series into groups with
similar characteristics, and then train a single LSTM model
per group, instead of a different model for each flow prefix.
5) We introduce a framework for combining predictions with
real measurements in order to increase the visibility into
the network, while at the same time allow the controller to
measure other unexplored areas of the IP space.
One of the main advantages of DeepFlow is that it supports
the Knowledge-Defined Networking (KDN) paradigm [23]
according to which SDN can be used to enable a knowledge
plane on top of the controller which can then be used for
traffic predictions and forecasting, as well as other network
management tasks that rely on high resolution flow rate data.
This makes it quite different than other previous works that
either only focus on detecting large flows, or performing a
specific measurement task only. In addition, DeepFlow can
be used to achieve optimizations results similar to [53] but by
applying a data-driven approach at short time scales in order to
a) achieve more efficient traffic engineering that can increase
the link utilization, b) protect critical traffic from congestion,
c) improved load balancing, d) improve admission control, e)
reduce power consumption in data center or ISP networks by
turning off the equipment (or enabling power saving mode
for CPU cores, physical links, VMs, servers, etc.) that is not
needed in order to forward or process traffic, and f) improve
security even during low volume attacks (due to the improved
network visibility). It is important to note here that the high
time resolution of our framework is a very important factor
that can make a big difference for certain applications like
power savings, since the optimal power consumption curve can
be better approximated with more granular traffic predictions
and thus reduce the power consumed [59].
The rest of the paper is structured as follows: Section II
presents the related work. Section III presents some background information and some motivating examples that can
better illustrate the applicability of our framework. In Section
IV we present the overall architecture of DeepFlow, and in
Section V we introduce the concept of prediction-assisted
measurement. Section VI presents an analysis of flow time
series and how we can use clustering in order to reduce the
number of models needed. Section VII presents an experi-

mental evaluation of our proposed work. Finally, Section VIII
concludes the paper.
II. R ELATED W ORK
The problem of network traffic measurement has been
extensively studied in the relevant literature in both traditional networks and SDN. Traffic measurement in SDN can
be achieved using two main approaches: a) TCAM-based
traffic counters (e.g. [19], [14], [21], [22]), and b) hash-based
counters such as sketches (e.g. [16], [17], [29], [18], [58],
[57], [30], [15]). In this work (a shorter version of which
was presented in [26], and [39]), similar to the work in [19]
and [21], we focus on the problem of traffic measurement in
SDN using TCAM-based counters since it provides immediate
deployability in commercial hardware switches. In addition,
our previous work in [47] provided a unified framework for
overcoming the challenges that switch diversity imposes to
network management (including traffic measurement) that can
introduce significant delays to the control or data plane and
prevent the controller from being able to query the hardware
switches for traffic counters. On the other hand, a) hash-based
counters are not currently supported in commercial hardware
switches, b) they require complex switch hardware upgrades
(e.g. ASICs) in order to be implemented, and c) most of them
cannot provide a generic fine-grained measurement framework
at scale since they consume a lot of CPU cycles, suffer from
low accuracy, and cannot always keep up with the line speed.
ElasticSketch [57] was designed to achieve elasticity and scale,
however it is still not suitable for TCAM based implementations which is our focus here. In addition, our proposed scheme
can be adapted to use hash-based measurements as well in
its data collection component, and then combine that with its
prediction capabilities to increase the overall visibility into the
network. Finally, the scope of our work spans mainly the area
of Wide Area Networks (WANs), since the large number of
flows in such networks pose significant scalability challenges
for traffic measurement. However, our framework can also be
extended to SDN networks of any scale.
According to [6], measurement frameworks can be classified
into one of the following three categories depending on if they
provide: a) a balance in overhead implications by using techniques like sampling, aggregation, efficient heuristics etc, b) a
resource usage as a trade-off with measurement accuracy, and
c) accurate measurements in real-time for decision making.
Below, we briefly cover relevant frameworks from all three
categories.
The authors in [31] propose iStamp, a scheme for flow
measurement that uses a Multi-Armed Bandit algorithm to balance between measuring unimportant flows in aggregate, and
important flows with exact monitoring TCAM rules. This way,
the authors achieve high monitoring accuracy for the flows of
interest. iStamp provides a single switch framework that does
not aim to provide a generic measurement solution, neither
uses machine learning predictions to enhance the measurement
coverage. In [19], the authors propose DREAM, a TCAMbased measurement framework that focuses on balancing measurement accuracy and the amount of resources (i.e. TCAM
rules) that are used for monitoring specific flows. DREAM is
suitable for tasks where accuracy can be estimated, such as
(Hierarchical) Heavy Hitter detection, and change detection,
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Fig. 1: SDN measurement architecture.
and does not provide a generic framework for fine-grained
measurement. In [14], the authors present OpenTM, a framework for TM estimation for OpenFlow networks that is based
on simple flow statistics retrieved from SDN switches. The
paper assumes that all flow rules fit in the TCAM and thus can
be tracked with exact match rules (i.e. no wildcard rules are
used). In addition, OpenTM constantly requests flow counters
from various switches over the path of a flow, thus generating
significant overhead. A very similar approach is also presented
in [20] where the frequency of flow counter retrieval is
determined depending on the variability of each flow over
time. In [21], the authors propose OpenMeasure, an extension
of iStamp [31] for measurement in hybrid SDN deployments
that uses an adaptive counter placement mechanism to detect
large flows in the network, and then places exact match rules
in the TCAM for the large flows detected. The framework uses
a simple prediction framework to estimate the size of a flow in
the next measurement period and based on that select the target
flows to monitor but predictions are not used to substitute
measurements. The authors in [22] present a TM estimation
framework for hybrid SDN deployments that corresponds to a
multi-switch extension of iStamp [31]. The proposed framework does not use online learning (unlike the work in [21])
and monitors flows by de-aggregating aggregated flows in
order to provide more fine-grained measurements of important
flows. The paper in [54] proposes an adaptive compressive
sensing approach for estimating the Origin-Destination TM
at the backbone level, using sparse measurements for end-toend traffic reconstruction. The proposed method is evaluated
using the GEANT and ABILENE datasets that provide TM at
coarse-grained time scales. The paper in [34] uses an LSTM
model to model aggregated traffic at the link (port) level in
large timescales (i.e. 15 minutes), which differs significantly
from our proposed work that focuses on short time scales (i.e.
≤ 30 seconds) and models data at the network prefix level.
Finally, the papers in [28], and [41] present neural network
approaches for TM estimation in traditional IP networks (i.e.
not SDN) where simple link measurements (i.e. SNMP) are
used to estimate the Ingress-Egress router TM (i.e. aggregated
flow-size estimation).
From the previous works presented above, the most relevant
is OpenMeasure [21]. However, there are significant differ-
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Description
Total number of switches
Total number of flows
Total number of physical links
Flow i
Switch j
The total memory at switch j
The total free memory at switch j
The number of inputs required to generate a
prediction
The prediction horizon of the flow model
A measurement task with minimum flow rate
threshold θ, maximum source destination IP
prefix length ds , and maximum destination IP
prefix length dt

ences compared to our proposed work as described below: a)
OpenMeasure does not provide fine-grained flow measurement
(it picks only the most important flows that can fit in the
TCAM and focuses only on that), b) OpenMeasure does not
use predictions to substitute measurements, but instead, it uses
predictions to find the largest flows to monitor with TCAM
rules in the next measurement epoch, c) the two models
used for prediction are simple linear models that have not
been studied for their effectiveness in predicting flow-rates
in small time ranges (i.e. < 15 minutes) with smaller flowaggregation ratio, where flows appear to be more volatile,
and d) OpenMeasure is suitable for large measurement epochs
(unlike DeepFlow which operates at ≤ 30 seconds timescale)
with large flow aggregation ratio.
Finally, our previous work in [26] presents an introductory
exploration of the main ideas behind DeepFlow, namely the
overall architecture and its proof of concept implementation
using two small network datasets. In addition, our work in
[39] introduces the concept of network time series clustering
for model selection which is applied to various network
prefixes to assess its modeling effectiveness. On the contrary,
in this paper, we present an in-depth analysis of the main
concepts behind DeepFlow as well as the idea of using LSTM
predictions to substitute measurements.
III. BACKGROUND & M OTIVATION
According to the definition in [52] ”Network management
includes the deployment, integration, and coordination of the
hardware, software, and human elements to monitor, test, poll,
configure, analyze, evaluate, and control the network and
element resources to meet the real-time, operational performance, and Quality of Service requirements at a reasonable
cost”. In this work, we focus on the measurement aspect of
network management that can enable the in-depth monitoring
of the network while satisfying the requirements for real-time
operation and reasonable cost.
In the section below, we provide some background information that is necessary in order to introduce our proposed
measurement framework. In addition, Table I provides an
overview of all the major notation used throughout this paper.
A. Measurement In Software-Defined Networks
SDN switches that support the OpenFlow specification [12]
can provide a variety of traffic counters for each flow table,
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Fig. 2: An example of source IP prefix trie with three potential measurement architectures that provide various granularities.
When predictions are used, the granularity level can be increased for the same TCAM utilization.
flow entry, port, queue, group, group bucket, meter and meter
band. The counters primarily measure the total number of
bytes and packets received or transmitted, as well as the
duration (in seconds) that these counters correspond to. The
counters can be retrieved by the SDN controller depending on
the needs of each measurement task. From the list of counters
provided above, in this work we focus only on the flow entry
and port counters only, since a) these are the most fundamental
ones that are supported by all the major switch vendors,
and b) they do not require any complex switch configuration
in order to be implemented. The overall SDN measurement
architecture is shown in Fig. 1, where a measurement task
is requested through the controller application, and the task
scheduler schedules the rule installation and counter retrieval
through the measurement engine. The retrieved traffic counters
are then stored in a measurement database.
Even though the basic idea behind SDN measurement is
simple, there are various measurement methodologies one can
use with a wide range of complexities. To get a better idea,
we illustrate in Fig. 2 three examples of flow measurements
with a) low TCAM utilization, b) higher TCAM utilization,
and c) higher TCAM utilization and use of flow predictions.
Specifically, in Fig. 2 (a) we illustrate a 2-bit source prefix
trie, and assume that the forwarding rules at the SDN switch
are of the form {src_ip=(**), dst_port=1}. In
such a case, the statistics the switch stores about the single
forwarding rule can cover up to 4 micro-flows (i.e. 00-11)
and are not fine-grained. In Fig. 2 (b), the same rule space
from (a) is represented by partitioning the root prefix in
the following two: {src_ip=(0*), dst_port=1} and
{src_ip=(1*), dst_port=1}. In such a case, with two
mega-flow rules we can achieve higher granularity since now
each rule will store statistics matching two micro-flows (i.e.
00, 01, and 10, 11). In Fig. 2 (c), the same rule space from
(a) is represented by combining the high priority micro-flow
rule {src_ip=(00), dst_port=1, priority=0},
with a low priority root prefix rule {src_ip=(**),
dst_port=1, priority=1}. This way, only the traffic
matching rule 00 will be counted in the measurement of
the first rule, whereas the rule at the root prefix will count
everything but 00. As we can see from this, if we are able to
enhance the measurement process with predictions for prefix
1* (as an example) that models two micro-flows, then the
size of flow 01 can be inferred using simple flow algebra,
thus leaving only two out of the 4 micro-flows without exact

low level measurement. The process described above can be
generalized as we can see in the following sections in the 2
dimensional prefix plane (i.e. source and destination IP), and
depending on the prediction capabilities we can get, we can
achieve any desired granularity level. In addition, a spatial
component can be added to the process to capture the location
that a flow can be measured at (i.e. switch), which can allow
more flows to be measured concurrently for a given number
of available TCAM rules.
B. Flow Model
Definition 1. A flow is defined as a set of IP packets passing
an observation point in the network during a certain time
interval which share a set of common properties such as the
source and the destination IP address or prefix.
Definition 2. A flow-rate time series Fi = fi(1), fi(2), ..., fi(n) is
an ordered set of n real-valued variables that correspond to the
total traffic volume of flow fi over a measurement interval.
Definition 3. Given a time series Fi of length n, a subsequence
(p)
Fi of Fi is a sampling of length w < n of contiguous
(p)
(p−w+1) (p−w+2)
(p)
positions from Fi , that is, Fi = fi
, fi
, ..., fi
for w ≤ p ≤ n.
C. Traffic Matrix Estimation
A Traffic Matrix (TM) represents the volume of traffic
flowing through all possible Origin-Destination (OD) pairs in
a network. TM can be inferred using partial link measurements
as well as other statistical methods that can replace missing
information such as compressive sensing [7], [54]. In traditional networking, SNMP measurements are frequently used
to obtain link statistics that can be combined with routing
information to infer the actual flow sizes to some extend. More
formally, let G(S, L) be the graph representing the network
topology where S is the set of switches and L is the set of
physical links in the network. Also, let N = |S| and L = |L|
the total number of switches and links, respectively, and K
the total number of flows in the network where the volume of
flow fi at time period t is denoted as fi(t) or for simplicity xi .
The routing in G is assumed to be known and represented by
the L × K matrix R each element ri, j of which corresponds
to the fraction of traffic of flow j going through link i. If
we represent all the flow sizes xi ’s as a vector x and the
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Fig. 4: DeepFlow architecture components.
Fig. 3: Architecture of an LSTM unit that connects to other
units of a recurrent neural network.
set of link measurements y j ’s as a vector y, then the traffic
matrix estimation problem is described by the system of linear
equations R · x = y that has L equations and K unknowns.
Since the above linear system is ill-posed (i.e. there are far
less links than micro-flows in the network), our proposed
work can be used to add more equations to the linear system
above by a) using the additional flow counters from OpenFlow
SDN switches and their ports, and b) using machine learning
predictions that can estimate some of the xi ’s, or partial sums
of them (e.g. instead of x1 and x2 we might be able to know
x1 + x2 etc.).

weights for the forget gate, input gate, current state, and
output gate, respectively. In addition,
is the (elementwise) Hadamard product, σ is the sigmoid function, and
b f , bi, bc, bo are the bias terms for the forget gate, input gate,
candidate state, and output gate, respectively. The architecture
of an LSTM recurrent neural network is shown in Fig. 3 from
where we can see the internal structure of the LSTM unit at
time t, as well as how it connects to past and future states to
form a recurrent neural network.
IV. D EEP F LOW D ESIGN OVERVIEW

(6)

Based on the ideas presented in the previous section, we
developed DeepFlow, a software-defined measurement framework that uses predictions to enhance the measurement process
whenever exact measurements are not feasible, and can be
used for any application that leverages fine-grained traffic
measurement. In this section, we present the main components
of DeepFlow, as shown in Fig. 4. In the analysis presented
below, a flow is defined as the traffic between a source and
destination IP prefix. However, the same concepts can be
applied to higher dimensions (e.g. 5-tuples).
Measurement Task: In order to start collecting DeepFlow
measurements, the network operator needs to specify a measurement task with the following input parameters: 1) source and
destination IP prefixes of interest (if we want to monitor the
whole network, DeepFlow automatically calculates the union
of the source and destination IP prefixes covered by the rules
in all the TCAMs and uses this as an input (e.g. (54/8,
64/8)), 2) the maximum flow granularity for the source and
destination prefixes, expressed by a subnet mask, e.g. (/24,
/24), and 3) the minimum threshold θ above which the traffic
of a given prefix is considered significant (e.g. 1 Mbps). If no
threshold is provided, then all the flow sizes up to the prefix
granularity specified above will be considered. The threshold
θ can be also defined in terms of the total available bandwidth
in the switches, e.g. 0.001% of the total bandwidth. More
formally, we can define a measurement task as follows:

where f , i , c̃(t), c(t), o(t), h(t), x(t), b f are the forget gate, input
gate, candidate state, current state, output gate, hidden state,
and input data, respectively, W f , Wi, Wc, Wo are the input
weights for the forget gate, input gate, candidate state gate, and
output gate, respectively, and U f , Ui, Uc, Uo are the recurrent

Definition 4. A measurement task M is defined as the process
of collecting flow-rate information about all the flows in the
network that have a rate of at least θ, and a source/destination
IP prefix size of at most ds /dt , respectively. So, a task can be
characterized by the 3-tuple M = (θ, ds, dt )

D. Long Short-Term Memory Models
A Long Short-Term Memory (LSTM) model is a form of
a recurrent neural network that has gained popularity in the
recent years due to its effectiveness in modeling complex time
series with time lags of unknown size that separate important
events [27]. The main idea behind LSTM is the use of selfloops where the gradient can flow for long durations without
vanishing or exploding. This, in combination with the use
of a forget-gate, allows the LSTM to accumulate knowledge
that can be ”forgotten” later depending on the input data. To
the best of our knowledge, this is the first time that LSTM
models are used for modeling fine-grained network flow sizes
in short time scales. LSTMs are characterized by the following
recursive equations:

f(t) = σ W f x(t) + U f h(t−1) + b f
(1)

(t)
(t)
(t−1)
i
= σ W i x + Ui h
+ bi
(2)

(t)
(t)
(t−1)
c̃
= tanh Wc x + Uc h
+ bc
(3)
c(t)

=

i(t)

(t)

=

σ Wo x

(t)

=

o
h

(t) (t)

c̃(t) + f(t)
(t)

(t)

o

+ Uo h
(t)

tanh(c )

c(t−1)
(t−1)

+ bo

(4)


(5)

Algorithm 1: ActiveFlowPrefixDetection
Prediction Engine & Measurement Database: DeepFlow’s
prediction engine uses historical data stored in the cloud
in a measurement database (a data retention policy can be
used that depends on the application needs) in order to train
a deep neural network (deep in time) that is then used to
generate predictions about the traffic of a given flow prefix.
The prediction engine is exposed through an API to the
DeepFlow scheduler. When a new prediction is needed, the
DeepFlow scheduler makes a call to the API by providing the
source and destination IP prefixes. Then the prediction engine
pulls the historical data from the measurement database and
generates a prediction for the next epoch. It is important to
note here that it is not necessary to maintain a separate model
for each flow pair, since as we will see in the subsequent
sections, network flows exhibit similar traffic patterns that can
be grouped together by subnet size, application, time of the
day, etc.
Flow-Size Change Detection Engine In order to guarantee
that the prediction engine does not produce large estimation
errors in cases of sudden traffic changes in the network
(e.g. a DDoS attack, or other traffic anomalies), DeepFlow
constantly monitors the aggregated volume of all the links
and uses the Flow-Size Change Detection Engine to detect
which prefixes are responsible for the volume change. Then,
the prefixes detected will be monitored in the next epoch with
new measurement rules, instead of using predictions.
DeepFlow Scheduler & Measurement Engine: The DeepFlow Scheduler, given a set of measurement tasks provided
by the network administrator, decides where and when to
install exact flow measurements, as well as for which flows
to use model predictions. For this, the scheduler uses the
Measurement Engine that takes care of adding or deleting flow
counter rules, as well as retrieving flow measurements from
the TCAMs. For the rest of the flows, DeepFlow scheduler
uses the prediction engine that predicts the flow sizes for the
next epoch.
In the following sections, we formulate DeepFlow, and
discuss the optimization steps that it takes in order to maximize
the number of flows monitored.
V. P REDICTION -A SSISTED M EASUREMENT
A. Active Flow Prefix Detection
One the of main challenges in SDN measurement is the
fact that the active flows in the network are not known to the
controller a-priori, as well as their relative importance. The
reason is that due to the limited size of the TCAM, wild-card
rules are often used that can potentially match many flows (e.g.
based on the destination prefix) and thus the traffic statistics
of these flows cannot reveal to which exactly fine-grained
flows they belong to. For this, we developed the Active Flow
Prefix Detection Algorithm (AFPDA) that operates on the 2Dimensional IP space (i.e. source and destination IP prefix)
and iteratively detects what are the most active prefixes in the
network. When AFPDA starts, it retrieves all the forwarding
rules from all the switches, as well as information regarding
the ingress switches in the network (provided as an input
by the network administrator during setup). The next step
of AFPDA is to start the flow zoom-in process where it
tries to locate source/destination IP prefixes that have large

Data: ds , dt , θ, Fw // task & forwarding rules
Result: List of active leaf nodes La
Fmeasure ←− ∅ // flows to measure
Finst all ←− ∅ // flow counters to install
T = PrefixTrie(Fw )// convert rules to trie
while True do
for p ∈ T .GetCurrentRoots() do
s = p.state
if s == ”measurement” then
Fmeasure ←− Fmeasure ∪ {p}
if p.src.mask length ≤ ds &&
p.dst.mask length ≤ dt then
if s == ”unmeasured” then
Finst all ←− Finst all ∪ {p}
p.state = ”to be measured”
Flocation ←− CounterILP(Finst all )
for switch, prefix in Flocation do
InstallRule(switch, prefix)
T [prefix].state = ”measurement”
T [prefix].switch = switch
for prefix in Fmeasure do
traffic = CollectMeasurements(prefix.switch,
prefix.rule)
prefix.traffic.append(traffic)
if traffic < θ then
prefix.state = ”terminal”
else
prefix.isActive = True
prefix.isRoot = False
sub prefixes = SplitPrefix(prefix, ds , dt )
for sub prefix in sub prefixes do
sub prefix.state = ”unmeasured”
// to trigger new measurements
starting from this node
sub prefix.isRoot = True
return GetActiveLeafNodes(T )

Fig. 5: An example of the set of rules at a switch, represented
as shaded areas in a 2-dimensional plane. The red (dashed)
lines in R5 correspond to the rule splitting AFPDA performs
in order to detect the two active flows in the area of R5 (i.e.
the two circles).

volumes and need to be further split into longer active prefixes
that can be measured separately. For this, AFPDA installs
TCAM rules that have higher priority and differ only in the
length of the source and destination IP prefixes (i.e. they
are essentially subsets of them) compared to the initial rule,
while keeping the rest of the rule values the same. So, part
of the rule’s matching traffic will be offloaded to the new
sub-rule, thus allowing more fine-grained measurement. By
following the steps outlined in Algorithm 1, AFPDA splits the
source/destination prefix plane into smaller regions iteratively
until further splitting measures flows with smaller volume
than the minimum threshold θ, where it stops or when the
maximum prefix lengths ds, dt have been reached (defined by
the input task). If no threshold θ has been specified, the process
will stop when the maximum prefix lengths for the source
and destination prefixes have been reached. This process is
illustrated in the example of Fig. 5 where the rule space
for rule R5 is split twice until two flows (the two circles)
were detected which exceeded the threshold θ with a given
maximum zoom-level of /31.
B. Optimizing The Measurement Location
In order to find the optimal location that a monitoring rule
should be installed while maximizing the total number of flows
monitored, we proceed to formulate the problem as an Integer
Linear Program (ILP) that needs to be solved before installing
monitoring rules at the switches.
Let S = {s1, s2, . . . , s N } be the set of all switches in
the network and F = {F1, F2, . . . , FK } be the set of all
the (potentially aggregated) flows that we are interested to
monitor during a given measurement period. Also let xi, j be an
auxiliary variable that takes the value 1 if flow Fi is monitored
with a rule at switch j, otherwise it is zero, and m j be the total
available memory at switch j. Then, the problem of optimal
rule placement can be written as:

minimize

N 
Õ
j=1

subject to

K
Õ
i=1
N
Õ

mj −

K
Õ

xi, j



(7)

i=1

xi, j ≤ m j , j = 1, . . . , N

(8)

xi, j ≤ 1, j = 1, . . . , K

(9)

i=1

xi, j ∈ {0, 1}, i = 1, . . . , N; j = 1, . . . , K
xi, j ≤ ri, j , i = 1, . . . , N; j = 1, . . . , K

(10)
(11)

In the above linear program, Eq. 7 maximizes the total
number of rules monitored. Eq. 8 guarantees that we will not
try to install more rules to a switch than its available memory.
Eq. 9 forces the number of rules per flow to be equal to one
(i.e. no flow will be monitored in two switches). Eq. 10 makes
sure that the auxiliary variable xi, j is binary, and Eq. 11 that
the rules are installed in some of the switches in the path of
each flow where ri, j ∈ {0, 1} represents the routing of flow j
through switch i.
In the above analysis, we assume that if an aggregated
flow gets split at some switch throughout its path, or two
or more flows get merged at some switch throughout their

path, then we can follow one of the options below, before
solving the ILP in Eq. 7 - 11: a) split a flow into its most
fine-grained micro-flows that exist as forwarding rules at the
switches and use rules that match the micro-flows in the ILP, or
b) monitor the flows only at their aggregation switch without
providing further granularity. However, the best option would
really depend on the application scenario, and the total number
of micro-flows that appear as separate forwarding rules in the
TCAMs. A similar approach applies in the case of multiple
ingress switches per IP prefix, in which case we can flag the
flows with a switch-specific tag (e.g. using a VLAN tag or
MPLS label) that is used to differentiate between portions
of the traffic of a given prefix that is measured on a given
location.
C. Using Predictions To Enhance Measurement
AFPDA can be periodically used to find active flow prefixes
that exceed the threshold θ. After AFPDA has detected all the
important flows (the process can take more than 1 epoch),
the multiplexing of measurements and predictions can take
place. For this, we have implemented the Prediction Assisted
Measurement Algorithm (PAMA) that performs measurements
in a round robin fashion (using the same ILP described above)
to collect ground truth data that can be used to predict future
values. Specifically, PAMA will install measurement rules for
the active prefixes in order to collect w samples before starting
to generate predictions for the next T epochs for each prefix.
So, if the total available memory
 in the network is m, then
T
we can cover up to b w
c + 1 × m many flows before we
start collecting measurements again for the first round of
prefixes. This allows the system to multiplex predictions and
measurements and achieve a more fine-grained view of the
network. Below, we provide an analysis of the PAMA for a
single switch as well as a multi-switch scenario.
Single Switch Model: Let w be the number of past observations used to predict future flow rates, and let T be the
number of future predictions provided by the model (using a
rolling time window approach). Let m be the total available
TCAM at the switch of interest. Then, in time w we will be
measuring the same m flows to collect their w measurements
that will be used to predict their sizes for the next T epochs.
In the meanwhile, in the interval [w, w + T], we will have also
T
collected w measurements for b w
c ×m more flows. So, overall
in time w + T we can measure and generate predictions for
T
c + 1 × m flows. This means that, in each measurement
bw
epoch, we will be collecting measurements for m flows, and
T
generating predictions for b w
c × m. So, if we have a set of K
important flows to cover (i.e. measure or generate predictions
for), it will be:


T
b c + 1 × m = K,
(12)
w
which shows that the prediction horizon T can be set to allow
any coverage of interest. An alternative approach could also
be to adjust the significance threshold θ such that the number
of significant flows K is reduced.
Multi-Switch Model: In case of multiple switches, the overall
benefit from multiplexing predictions can be increased by
allowing flows to be measured in any of the switches they
traverse. However, the exact number of flows that can be

Algorithm 2: PredictionAssistedMeasurement
to-bemeasured

flow
unimportant or
not scheduled

measurement

unmeasured

prediction
horizon

rule installation
time + 1 epoch

measurement
horizon

prediction

Fig. 6: A finite state machine representation of the states of
a given flow prefix that is used by the Prediction Assisted
Measurement Algorithm (PAMA).

covered in a given epoch really depends on the routing matrix
in the network, since not all the flows can be measured in any
of the N switches in the network. So, assuming switch i has
mi free rules, and by using the counter placement ILP to get
the optimal measurement location of each flow, we can collect
w measurements from up to mi flows on a given switch and
generate predictions for T epochs for each one of them. This
allows up to:



N 
Õ
T
T
b c + 1 × mi ≤ b c + 1 × m
(13)
w
w
i=1
flows to be covered, where m is the total number of rules
available across all the switches.
From the analysis above it is evident that given a (fixed)
routing matrix and a set of significant flows F , in order to
cover all the significant flows detected, the prediction horizon
needs to be potentially extended for some flows. This also
leads to the definition of the ”completed task” as follows:
Definition 5. A measurement task that started to be executed
at time t1 is considered completed at time t2 ≥ t1 if t2 is the
time when a) all the active flow prefixes have been detected
using AFPDA, and b) for every active flow, we have collected
at least w samples. Its completion delay will then be t = t2 −t1 .
In order to provide a generic framework that can work
in a multi-switch scenario and be able to handle any set of
input parameters, we proceed to implement PAMA as a Finite
State Machine (FSM) that maintains a state for each prefix
with the following values: ”unmeasured”, ”to be measured”,
”measurement”, and ”prediction”, as illustrated in Fig. 6. The
”unmeasured” state characterizes prefixes that have not been
visited yet by the algorithm. The ”to be measured” state
characterizes prefixes that we need to install a measurement
rule for, and which will produce measurement data in the
next epoch. The ”measurement” state characterizes prefixes
that have available measurement data to collect, and the
”prediction” state characterizes prefixes that we will have to
use predictions for during the current measurement epoch. The
algorithm also uses a time-to-live (i.e. ttl) metric for each node
of the FSM to keep track of the regression window w and
prediction window T. The pseudocode of PAMA is shown in
Algorithm 2 below.

Data: Fw , θ, ds , dt , w, T, period
Result: Flow prefix measurements and predictions
current epoch = 0
while True do
Fmeasure ←− ∅ // flows to measure
Finst all ←− ∅ // flow counters to install
Fpredict ←− ∅ // flows to predict
if current epoch % period == 0 then
active flows =
ActiveFlowPre f ixDetection(Fw , ds, dt , θ)
flow prefix stats = InitializeFlowStats(active flows)
for flow id in active flows do
f = flow prefix stats[flow id]
state = f.cur state
if state == ”unmeasured” then
Finst all ←− Finst all ∪ { f }
f.state = ”to be measured”
if state == ”to be measured” then
Finst all ←− Finst all ∪ { f }
if state == ”measurement” then
Fmeasure ←− Fmeasure ∪ { f }
if f.ttl == 0 then
f.state = ’prediction’
f.ttl = T
if state == ’prediction’ then
Fpredict ←− Fpredict ∪ {p}
if f.ttl == 0 then
f.state = ”to be measured”
f.ttl = f.ttl - 1
Flocation ←− CounterILP(Finst all )
for flow id, switch, prefix in Flocation do
InstallMeasurementRule(switch, prefix)
flow prefix stats[flow id].state = ”measurement”
flow prefix stats[flow id].ttl = w
flow prefix stats[flow id].switch = switch
for f in flows to collect measurements do
f.traffic.append(CollectMeasurements(switch, f.rule))
for flow in flows for predictions do
f.traffic.append(GeneratePrediction(flow))
current epoch += 1

VI. T IME S ERIES C LUSTERING F OR M ODEL S ELECTION
The problem of modeling network flow time series or
other behavioral aspects of the network is not new in the
relevant literature. Most of the previous works have focused
on modeling the aggregate size of a number of flows over time
windows of several minutes [35], [36], [37], or model other
metrics such as the rate of in/out calls in a cellular base station
[55], [56]. These models are traditionally good for coarse
grained traffic matrix predictions, since they leverage longrange dependencies in order to predict how the overall volume
seen by an observation point will behave in the future. On the
other hand, there have been some efforts to model aggregated
flow-sizes in shorter time scales, such as [44], [45], [46]. An
in-depth discussion of all the previous work on the topic is
out of the scope of this paper. However, we emphasize on the
main differences of the existing approaches with DeepFlow
and motivate the need of a new effort to accurately model
fine-grained flows in short time scales. Specifically, most of

TABLE II: Features for network traffic time series clustering.
Feature Name
mean
variance
median
min
max
ptp
skew
kurtosis
acf1
acf10
entropy
mask
epoch

Description
mean traffic size
variance of traffic size
median of traffic size
the smallest traffic size seen
the largest traffic size seen
the range of values (peak-to-peak)
skewness of the time series
fourth central moment divided by the
square of the variance
lag-1 autocorrelation coefficient
lag-10 autocorrelation coefficient
sample entropy of the data
the mask size used to aggregate the traffic
the epoch size used to aggregate the traffic
over time

Real vs. Predicted Flow Size Over Time

Relative Percentage Error
(Mininet Scenario)

(Mininet Scenario)

3000

Percentage Error

real flow
predicted flow

2500

KBytes

the prior research was done more than two decades ago, with
the flow datasets being significantly different compared to
now due to the significantly lower network speeds, the limited
amount of multimedia traffic (e.g. video, VOIP etc.), and the
different traffic dynamics overall. Second, in the case of more
recent examples such as [34], [51], only aggregated traffic
at the link (i.e. port) level was modeled in large timescales
(i.e. 15 minutes) using old datasets, and the analysis at
smaller time-scales only used artificial data from two virtual
machines, which differs significantly from what DeepFlow
aims to model. For this reason, in DeepFlow we take a different approach, and inspired by the recent advances in Deep
Learning, we proceed to test the effectiveness of the stateof-the-art deep learning model for time series [33], [27] when
applied to flow rate prediction using recent network traffic logs
at short time scales (i.e. ≤ 30 seconds). However, modeling
network traffic using a single model has been traditionally a
very challenging task, and using LSTM does not make things
any easier [39]. On the other hand, using a different model
for each flow prefix would not scale due to the large number
of possible source - destination IP prefix pairs. So, in order
to be able to use a small set of models for modeling a large
variety of flow prefixes with different dynamics, we propose
the use of a time series clustering framework that assigns time
series into a set of disjoint clusters and trains a single machine
learning model for each cluster. The idea of clustering network
time series for modeling purposes was first introduced in [39]
and is briefly presented here to better illustrate the design of
DeepFlow.
The goal of the time series clustering framework is to
find a partition A1, A2, . . . Ak of the set of all the historically
active flows Fi for i ∈ {i, . . . , K } where k is the total
number of clusters and K the total number of flows. Let
zi ∈ {1, 2, . . . , k} be the cluster to which time series Fi is
assigned. Then, the clustering algorithm
needs to find the

optimal zi∗ = argmaxz p zi = z|xi, D where xi is the feature
vector that characterizes the time series Fi , and D is the rest of
the input data. In the analysis above, the number of clusters k
can be set manually (e.g. in k-Means) or derived automatically
by the clustering algorithm (e.g. in DBSCAN).
Time series clustering can be conducted using three kinds of
approaches [50]: a) raw data based methods, b) feature-based
methods, and c) model-based methods. Here, we propose the
use of a feature-based method to cluster the time series Fi since
a) this type of approaches work well for heterogeneous time
series, b) they require a smaller set of dimensions compared to
raw-data approaches, and c) they do not depend on a specific
model of the data. However, the challenge here is to find a
set of uncorrelated features that can work well overall. For
this, we use various features that characterize the dynamics
of a flow such as the mean, variance, autocorrelation for
various lags, the subnet size, the burstiness of the traffic,
the entropy of the distribution of all the flow values, and
remove any correlated features found. The full list of features
used is shown in Table II. The rationale for choosing these
features is that a) they capture well the diverse dynamics of
the various network time series, b) they produce relatively
good clusters, as indicated by various cluster quality metrics
such as homogeneity, completeness, and silhouette coefficient.
The clustering algorithms used are k-Means and DBSCAN.
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Fig. 7: LSTM predictions and relative percentage errors for a
/32 flow from Mininet simulation (epoch = 5 sec).

For k-Means, we specify the number of clusters k that needs
to be used to partition the time series features such that
the within-cluster sum of squares is minimized as follows:
zi∗ = argminz kxi − µz k22 where µz is the cluster’s center and
Í
it is defined as µz = N1k i:zi =z xi and Nz the total number of
points in cluster z. Various cluster sizes ranging from 2 to 32
were tested with 20 providing the best results, but depending
on the data we want to model this can be tweaked accordingly.
On the other hand, DBSCAN only needs to be specified
the maximum distance between two samples for them to be
considered as belonging to the same neighborhood, and also
the minimum number of samples (10 was used as a minimum)
in a neighborhood for a point to be considered as a core point,
including the point itself.
VII. E VALUATION
In this section, we present the results from the evaluation of
DeepFlow and demonstrate that predictions can be effectively
used to assist network traffic measurements.
A. Network Traffic Modeling Using LSTMs
In order to evaluate the hypothesis that flow prefixes can
be modeled using LSTMs, we a) analyze data from a real
backbone network collected by CAIDA in 2016 [25], and b)
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Fig. 8: Predictions of the size of a /7 aggregated flow from the CAIDA trace (epoch duration = 10 seconds) using VLSTM
and its relative percentage errror. The predictions line (orange) approximates the real (blue) very well.

implement a custom network topology in Mininet [38] and
collect network logs at the micro-flow level. The network
traces from CAIDA were ”replayed” in Mininet by following
a methodology similar to the one in [19], where subsets of all
the IP prefixes in the trace are assigned to specific switches
over the B4 topology [24] that forwards the traffic between
each source and destination pair. To evaluate the model effectiveness, we calculate the Mean Absolute Percentage Error
(MAPE) across all the time series, as defined below:

M APE

=

(t)
(t)
n
100 Õ | fi − ui |
n t=1
| f (t) |

(14)

i

where fi(t) is the actual flow-rate value and ui(t) the estimated
flow-rate value for a given flow i.
We implement the following variations of LSTM:
1) Vanilla LSTM (VLSTM): This is a simple LSTM architecture with an LSTM layer with 50 units, followed by
a dense layer with 50 units, dropout of 20%, look back
window 3, 20 training epochs (not to be confused with the
aggregation epoch used during the dataset creation), batch
size 8, and standard scaler on the time series data.
2) Cluster LSTM (CLSTM): This is an LSTM architecture
that consists of 20 individual LSTM models (equal to the
number of clusters that we found to be working well) that
are trained using data from a given cluster that the time
series are grouped into. Each model has an LSTM layer
with 50 units, followed by a dense layer with 50 units,
dropout of 30%, look back window 3, 20 training epochs,
batch size 128, and standard scaler on the time series data.
3) Cluster Delta LSTM (CDLSTM): This is exactly the
same architecture as in 3) above, with the only difference
that the input data have been pre-processed to calculate
their deltas.
The hyper-parameters for each of the models above were
chosen using random search, a process that tries out random
combinations of parameters from a discrete set, and keeps the
one performing the best.
For the case of CAIDA dataset, we implemented both KMeans and DBSCAN in order to cluster the diverse flows into
groups with similar characteristics (this was not needed in the
case of Mininet scenario since the traffic was artificial with low
variability across time series). The optimal number of clusters
found was 20, with K-Means producing better clusters overall

compared to DBSCAN.
Mininet Simulations: In the Mininet scenario, we simulate
the network topology of Google B4 [24] with 1 Gbps links,
where each OpenVSwitch has 5 hosts attached to it and they
are all concurrently sending traffic to a random destination
host over their shortest path. In Fig. 7(a) a sample aggregated
flow of 80 epochs is shown (epoch size = 5 second), as well
as its prediction curve. In Fig. 7(b), we show the relative
percentage difference between the two time series. As we can
see from the graps, the prediction curve approximates the real
flow size pretty well, yielding to an average MAPE of 3.9%
across all the flows measured. One reason for this is the fact
that in Mininet, the TCP flows created where active for longer
periods of time without other interfering traffic such as UDP,
thus yielding to more stationary flows that can be modeled
with very high accuracy. Another reason is the fact that these
models were trained using individual time series which they
could specialize on the individual characteristics of each time
series. However, since modeling time series individually is
not a scalable approach (despite its interesting potentials), we
proceed to analyze the CAIDA dataset using our proposed
clustering framework since it contains a lot of diverse time
series.
CAIDA Dataset: The dataset in [25] contains 1-hour long
anonymized passive traces from the CAIDA ”equinix-chicago”
monitor which is located at the Equinix datacenter in Chicago,
IL, and is connected to a backbone 10GigE link of a Tier1 ISP
that connects Chicago, IL and Seattle, WA. In order to model
the CAIDA traffic, we group the traffic per source/destination
IP over short time periods of 5 to 30 seconds, and then the
source and destination prefixes are aggregated using various
mask sizes that vary from 1 to 7. In Fig. 8(a), we show a flow
time series aggregated at the /7 level and 10 sec measurement
epoch and its LSTM prediction. In Fig. 8(b) we show the
relative error of the predictions over time. The LSTM model
used was trained using past measurements from the specific
prefix, and as we can see it achieves very good modeling
results with a MAPE of 16%.
In order to assess the scalability and efficiency of our
proposed clustering framework, we run K-means clustering
using all the time series derived from the CAIDA dataset
across different measurement epochs and mask sizes, and then
train 20 LSTM models using data from one cluster at a time.
As we can see from Fig. 9, clustering provides pretty good
accuracies with average MAPEs below 20% overall. Vanilla

Fig. 9: Average MAPEs for each of the 20 CAIDA flow clusters for the CLSTM and CDLSTM models.
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Fig. 10: Percentiles for the flow duration and flow size of the CAIDA dataset.

cluster-based LSTM (CLSTM) works better than delta clusterbased LSTM (CDLSTM) in the vast majority of the cases.
However, we can observe few cases (e.g. cluster 13) where
CDLSTM gave 50% smaller MAPE than CLSTM, something
that indicates that using deltas on the time series can reduce
the variance of the model.
Finally, in order to better understand the dynamics of the
flows in the CAIDA dataset, we plot in Figs. 10(a), 10(b), 10(c)
and 10(d) the percentiles of the flow durations (in seconds) and
the flow sizes (in bytes) for prefix 10 and 20 respectively. As
we can see from the four plots, at larger aggregation scales
(i.e. mask size = 10), 80% of the flows appear to be active for
more than 750 seconds and only 20% of the flows appear to
have a significantly larger size compared to the rest. On the
other hand, for smaller aggregation scales (i.e. mask size = 20)
60% of the flows have a duration of 100 seconds or less, and
again, only 20% of the flows appear to have a significantly
larger size compared to the rest. From the above figures we
can infer that AFPDA does not need to rerun very often if we
operate at higher aggregation levels, but as we zoom-in, the
traffic appears to be more dynamic and more frequent updates
will be needed.
B. AFPDA Evaluation
2D-AFPDA Evaluation Using Artificial Data: In order to
evaluate the performance of AFPDA in the 2-dimensional

prefix plane, we proceed to simulate its evolution under
various traffic conditions that capture various probabilistic
traffic splits on the prefix trie. Specifically, we implemented
the 2D splitting for various static and random volume splitting
distributions that characterize how the overall volume of a
subnet is distributed when the 2D splitting takes place. In the
figures presented below, we show the results obtained by using
random traffic splitting generated by a Dirichlet distribution,
for a network with an aggregate traffic rate of 100Gbps, a flow
size threshold of 10Mbps, and a maximum mask size of /15.
Specifically, Fig. 11(a) shows the percentage of high volume
prefixes (i.e. more than the threshold) for each mask size. From
the graph we can see that the percentage drops exponentially
as we keep splitting further the 2-dimensional IP space, which
also shows that despite the fact that we have a potentially huge
number of prefixes to explore, AFPDA eventually focuses only
on few thousands of flows that are important only. This is
also evident in Fig. 11 where the exact number of prefixes
exceeding the threshold is shown for each mask size. From
there, we can see that AFPDA converges pretty fast since after
mask size 8, the number of large flows decreases exponentially,
and AFPDA will skip any sub-prefixes that do not exceed
the threshold. Finally, for the experiment shown above, the
converge time was 90 seconds, with an epoch size of 5 seconds
and an average number of available measurement rules of 500

per epoch.
1D-AFPDA Evaluation Using The CAIDA Dataset: One
optimization we can do in order to speedup the convergence
of AFPDA is to leverage potential asymmetries in the cardinalities of the sets of source and destination IPs seen by a
switch (depending on the direction, source IPs can be much
more than the destination IPs) and break the 2D scan into
two phases: 1) 1D scan on the source prefix, and 2) 2D
scan on the (reduced) fine-grained prefixes found from step
1) in order to find the destination prefixes that appear to
be active. Of course, step 2) above might not be needed
depending on the application. In the experiment we present
below, we proceed to analyze 1D-AFPDA using the CAIDA
dataset since the source IPs are significantly more than the
destination IPs. We replay the traffic using the B4 topology
[24] where prefixes are randomly assigned to switches and
thus prefixes can be measured in various switches using the
ILP formulation described in Section V. Every switch has 1024
free TCAM rules that can be used for measurements. As we
can see in Fig. 11(c), the total number of large flows found
in the CAIDA dataset ranges from 800 to 1500 depending
on the threshold θ used, as well as the maximum mask size
(i.e. resolution) allowed. The number of flows increases almost
linearly with the mask-size and its growth slows down for
higher mask values. This shows that there is not significant
change in the number of flows found if we increase the depth
of the search since most of the large flows are concentrated
in individual subnets that have been detected already from
higher layers of the prefix trie. In Figs. 11(d), and 11(e) we
can see that the measurement duration and the total number
of measurements performed also exhibits a linear pattern.
However, for smaller thresholds θ, it appears to have an
increasing slope that indicates that the algorithm spends more
time searching as we approach to the lower levels of the
prefix trie. This is expected due to the exponential growth
of the prefix trie, however AFPDA does not explore all these
states since the network traffic is not distributed across all
these prefixes. Finally, as we can see from Fig. 11(f), for each
θ value, there is a point after which we can achieve nearly
90% coverage in terms of the total volume of traffic in the
network. This shows that AFPDA can indeed be used to find
the large flows in the network and keep monitoring them using
predictions and measurements interchangeably.
In order to isolate the benefit coming from the PAM
algorithm only, we plot the flow coverage gain we get by using
predictions for various regression window sizes, and prediction
horizons. As we can see from Fig. 12, as well as Eq. 12, and
13, for arbitrary large horizons and small regression windows,
we can achieve the highest flow coverage gain compared to
an implementation that leverages only the available TCAM in
an OpenFlow switch. For example, for w = 3 and T = 6,
we can achieve 2x improvement in terms of the number of
flows explored, which can have a big impact in the network
visibility.
Finally, in order to investigate if there are any ”bottlenecks”
in the execution of DeepFlow, we proceed to measure the
running times of all its major operations that can be costly,
especially the ones related to generating predictions. For this,
we have used a 16 core Intel CPU with 32 GB of RAM.
The results are shown in Table III, from where we can see

the delays for model training, feature extraction, clustering,
cluster assignment, prediction generation, and the ILP solver.
It is important to note here that DeepFlow operations can be
classified in two categories: a) cold start operations, which are
needed only during setup and potentially during a periodic
retraining (e.g. daily), and b) operations that need to be
executed in each epoch. LSTM model training (a cold start
operation) can be done in less than 10 minutes for each cluster,
but since clusters can be trained in parallel, this process can be
completed relatively fast. From the other cold start operations,
the data preprocessing for feature extraction can be done in
approximately 3 minutes since this task is also parallelizable.
In a real system, this operation can also occur on the fly
as flows come in. The cluster assignment, and the prediction
generation (from a pre-trained model) are pretty fast operations
and even in our Python prototype, they took approximately 0.1
seconds to complete. Finally, the ILP solver terminates in less
than 2.81 seconds since the number of switches and rules to
install are relatively small. In addition, since the progression
of DeepFlow occurs in a Round-Robin fashion, we can easily
cache past solutions and avoid solving the ILP in each epoch,
in which case ILP also can be considered a cold start operation.
From the above we can conclude that building a measurement
system that leverages predictions can scale well since the
operations that need to occur in real time have very small
latency or can be precalculated.
TABLE III: DeepFlow Latency Breakdown
DeepFlow Stage
LSTM Model Training (Cold Start)
Feature Extraction (Cold Start)
Clustering (Cold Start)
Cluster Assignment
Generate Prediction
ILP solver

Execution Time
5-550 secs
186 secs
274 secs
0.1 secs
0.1 secs
2.81 secs

C. Discussion
Comparison With Top-K Methods: From the analysis presented above, we can see that DeepFlow can be seen as
a generalization of top-K or Heavy Hitter (HH) detection
methods since it goes beyond what these methods can achieve
both in the spatial and the temporal dimension. In other
words, a network administrator dashboard using DeepFlow
can provide time-series continuously in regards to the most
important flows that are more than the top-K flows. However,
a top-K or HH approach can only provide up to K largest
flows where K is limited by the available TCAM.
Measurement During Dynamic Rule Updates: Although in
this paper we focus on proactive SDN deployments where all
the flows have a matching prefix in the TCAM, it is possible
that rule updates might be requested during a measurement
interval, e.g. when the controller application tries to change
the state of the network during Traffic Engineering (TE).
In practice, there are some scenarios where the controller
can choose to wait until the end of the measurement epoch
before updating the TCAM (since DeepFlow is essentially
a controller application as well) if this does not incur data
loses or other negative consequences (e.g. TE decisions can
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Fig. 11: AFPDA Statistics for a 2D parsing of an artificial dataset, as well as a 1D parsing of the CAIDA dataset, in order to
assess where significant flows are located.

without affecting our target performance metrics.
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be applied during multiples of the epoch size). However, it
might be imperative that the controller enforces rule updates
during the measurement epoch. In such a case, DeepFlow will
operate as follows. a) If a new rule needs to be added and
there is no free TCAM rule, then two children rules can be
merged into one and free up one rule. This can be done with
2 DEL and 1 + 1 ADD rules. However, it can also be done
with 1 MOD (i.e. update) rule only, as long as the rules to
be merged are of the form (”parent prefix”, and ”offloaded
children prefix with higher priority”). For example, in Fig. 2,
we can update the rule 11 to correspond to the new rule of
interest, as long as the existing rules are 1* and 11 instead
of 10, and 11. In a similar fashion, if a rule needs to be
deleted or modified, the controller can instead apply a MOD
operation and replace the target rule with a prefix that is due
to be measured, or the actual target rule that needs to be
modified, respectively. In order to synchronize the data across
switches and achieve a network-wide update, DeepFlow will
execute a simple heuristic and in case of k rule additions, it
will find the smallest k flows that can be merged with their
parent throughout the switches in the paths of the k flows, and
in case of k rule deletions, it will find the k rules with the
smallest remaining TTLs that are due for measurement again
and can be installed in the switches in the path of the flows to
be deleted. This way, the flow coverage will continue to be the
maximum possible, with the only difference being that some
flow predictions will occur for smaller or larger time windows
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Fig. 12: Flow coverage gain achieved due to predictions for
various regression window sizes and prediction horizons.

VIII. C ONCLUSION A ND F UTURE W ORK
Providing fine-grained measurement is mandatory for many
network applications. In this paper, we propose DeepFlow,
a prediction-assisted measurement framework for SDN that
uses the available TCAM memory to install measurement rules

for important flows, and uses an efficient machine learning
algorithm to predict the size of rest of the flows that cannot be
monitored with exact match rules, by using historical data from
previous measurement periods. For our future work, we are
planning to expand DeepFlow to use complex flow interactions
and more network signals to further reduce the number of
exact flow measurements needed.
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